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Announcements

e A3 released today!
e Deliverable 4 released today!

o Next week’s lecture will be a special topic chosen by Ritchie. He will (likely)
cover GANs and diffusion models
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word embeddings

2. Word embeddings



Recall how we’ve encoded words so far: one-hot encoding.
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Recall how we’ve encoded words so far: one-hot encoding.
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These are a good starting point but are often not a great choice...

2.1. Word embeddings: Motivating Word Embeddings



In additive attention, we saw the idea of using a function to score the similarity
between two vectors:

score(Z, ¥)

2.1. Word embeddings: Motivating Word Embeddings



In additive attention, we saw the idea of using a function to score the similarity
between two vectors:

score(Z, ¥)

A common choice for this is the cosine similarity:

Ty
cosine-sim(Z, ) = cos(f) = T

where 6 is the angle between 7 and ¥ and ranges from 0 to .

2.1. Word embeddings: Motivating Word Embeddings



This score tells us the cosine of the angle between two vectors. Note that cos is
monotonically decreasing in the range [0, 7]:

9(0) = cos(0)

>
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https://mathbooks.unl.edu/PreCalculus/sine-and-cosine.html

Since cos is monotonically decreasing in the range [0, 7], then vectors with a
smaller angle 6 between them will get a larger score:

furry cat
A

pet >tivating Word Embeddings


https://www.researchgate.net/figure/A-graphical-demonstration-of-cosine-similarity-using-two-dimensions-pet-and-furry_fig1_363294141
https://www.researchgate.net/figure/A-graphical-demonstration-of-cosine-similarity-using-two-dimensions-pet-and-furry_fig1_363294141

Another common way of scoring similarity is via dot-product similarity:
dp-sim(, 3) = 7 - §

(This is very similar to before except we aren’t normalizing by the product of the
lengths)

2.1. Word embeddings: Motivating Word Embeddings



This type of comparison is meaningless for one-hot encodings since different words
will always get a similarity of 0.

2.1. Word embeddings: Motivating Word Embeddings



This type of comparison is meaningless for one-hot encodings since different words
will always get a similarity of 0.

Idea: Instead, let’s try to learn representations of words that embed meaning. We
will call these representations word embeddings.
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This type of comparison is meaningless for one-hot encodings since different words
will always get a similarity of 0.

Idea: Instead, let’s try to learn representations of words that embed meaning. We
will call these representations word embeddings.
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Popular options include word2vec, GloVe, ELMo, and many others. We will
cover word2vec and ELMo. Let’s see some examples first.

2.1. Word embeddings: Motivating Word Embeddings



We can think of each dimension of a word embedding as encoding information
about some concept:

sky
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2.2. Word embeddings: Examples
https://corpling.hypotheses.org/495
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Let’s take a look at an example of some embeddings generated using the GloVe
model. The model takes words as input and embeds them as 50-dimensional
vectors:
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Negative values are blue and positive values are red.

2.2, Word embeddings: Examples
https://jalammar.github.io/illustrated-word2vec/
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We can compare these to embeddings of related words. Analyzing this column-wise
we can find dimensions that encode similar information (same colour = same info):
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“Woman”

2.2, Word embeddings: Examples
https://jalammar.github.io/illustrated-word2vec/
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If these embeddings are really good, we can even add and subtract embeddings of
words to get (close) to new embeddings:

King — man + woman ~= queen

king I I I
man I I
woman I I

King-man+woman I
queen I I

2.2. Word embeddings: Examples

https://jalammar.github.io/illustrated-word2vec/
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Figure 2: Two-dimensional PCA projection of the 1000-dimensional Skip-gram vectors of countries and their
capital cities. The figure illustrates ability of the model to automatically organize concepts and learn implicitly
the relationships between them, as during the training we did not provide any supervised information about
what a capital city means.

https://proceedings.neurips.cc/paper/2013/file/9aa42b31882ec039965f3c4923ce901b-Paper.pdf
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>> import gensim.downloader

>>
>> model = gensim.downloader.load('word2vec-google-news-300"')
>> model.most_similar(positive=['larger', 'small'], negative=['large'], topn=5)

[('smaller', 0.7564553618431091),
('bigger', 0.6463430523872375),
("tiny', 0.5519010424613953),
('tinier', 0.5254257917404175),
('littler', 0.5094303488731384)]

2.2. Word embeddings: Examples

Using Python v3.11.5 and gensim v4.3.2.



>> model .most_similar(positive=['bigger', 'small'], negative=['big'], topn=5)

[('larger', 0.7402471899986267),
('smaller', 0.7329993844032288),
('tiny', 0.5698219537734985),
('tinier', 0.5439693927764893),
('large', 0.5191665291786194)]

2.2. Word embeddings: Examples



>> model .most_similar(positive=['Canada'], topn=5)

[('Canadian', 0.7513012290000916),
('Ontario', 0.6928848028182983),
('Nova_Scotia', 0.6792765259742737),
('Manitoba', 0.67861008644104),
('Alberta', 0.6736730337142944)]

2.2. Word embeddings: Examples



word2vec

We will explore how word2vec works. Note that there are 2 models, each with 2

variants:

models

variants

continuous bag of words

hierarchical softmax
negative sampling

skip-gram

hierarchical softmax
negative sampling

2.3. Word embeddings: word2vec



word2vec

We will explore how word2vec works. Note that there are 2 models, each with 2

variants:

models

variants

continuous bag of words

hierarchical softmax
negative sampling

skip-gram

hierarchical softmax
negative sampling

We will only cover skip-gram with negative sampling as it’s the most

interesting one. The others are quite similar.

2.3. Word embeddings: word2vec



Idea: We will train the model to predict likely surrounding (neighbouring) words.

2.3. Word embeddings: word2vec

https://lena-voita.github.io/nlp_course/word_embeddings.html
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Idea: We will train the model to predict likely surrounding (neighbouring) words.

How? We will create a dataset by looking at each word w; and surrounding words
within a certain distance m. We can think of this as a window centered at w; and
spanning the range @Wt—m, Wi—(m—1)s - - - s Wp (m—1)> Gttm-

2-sized window for cat

J 1

I saw a cute grey cat playing in the garden

\v////

contexts for cat

2.3. Word embeddings: word2vec

https://lena-voita.github.io/nlp_course/word_embeddings.html
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Note: When a word is in the center of the window (input) we will call it a center
word, and when it’s one of the neighbours inside the window we will call it a
context word.

2.3. Word embeddings: word2vec



[Thou shalt not make a}nachine in the likeness of a human mind

thou = shalt not ~ make - machine in | the .. input word | target word
not thou
not shalt
not make

We will slide this window across each sentence in our dataset to create a dataset of
input-outputs pairs.

2.3. Word embeddings: word2vec
https://jalammar.github.io/illustrated-word2vec/
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ThOl{ShaH not make a machine}1 the likeness of a human mind

thou  shalt not | make a machine in the | ... input word target word
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not a
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make not
make a
make

2.3. Word embeddings: word2vec
https://jalammar.github.io/illustrated-word2vec/
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Thou shalt not mak{a machine in the Iikeness}>f a human mind
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2.3. Word embeddings: word2vec
https://jalammar.github.io/illustrated-word2vec/


https://jalammar.github.io/illustrated-word2vec/

our dataset

Once we have our dataset, we can train our model:

input word | target word
Untrained Model

‘ not ‘ thou

not shalt not —» Task:
not ‘ make Predict neighbouring word
not a
make shalt
make not
make a
make machine
a not
a make
a | machine
a in
machine | make
machine a
machine in
machine the
in a
in machine
in the
in likeness

2.3. Word embeddings: word2vec
https://jalammar.github.io/illustrated-word2vec/


https://jalammar.github.io/illustrated-word2vec/

our model

Suppose we have a vocabulary of V different words:
e Input: @ € {0,1}" (one-hot encoding of center word)

e Output: 7 € [0,1]V (vector of probabilities of each possible context word)

2.3. Word embeddings: word2vec



our model

Suppose we have a vocabulary of V different words:
e Input: @ € {0,1}" (one-hot encoding of center word)

e Output: 7 € [0,1]V (vector of probabilities of each possible context word)

This is just multi-class classification! As usual, our loss function will just be
cross-entropy loss.

2.3. Word embeddings: word2vec



For a vocab of size V, we have a V-dimensional one-hot encoding as input and a
V-dimensional probability vector as output. We have a single D-dimensional
hidden layer, where D is the size of our embeddings:

we {01} |




Important: There is no activation function in the hidden layer!!!

@ e {0,1}V B jelo1” e h= th’lfi S RD
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This model just predicts probabilities of neighbouring words. How do we get the
word embeddings?

2.3. Word embeddings: word2vec



This model just predicts probabilities of neighbouring words. How do we get the
word embeddings?

Important: In word2vec, the columns of the weight matrix W, € RP*V are our
center-word embeddings, and the rows of Wp, € RP*V are our context-word
embeddings.

So our task of predicting the probabilities was just a means of obtaining good
weight matrices.

2.3. Word embeddings: word2vec



Suppose our vocab is “it”, “was”, “good”, “bad”. So word 1 in the vocabulary is
“it”, word 2 is “was”, etc...

2.3. Word embeddings: word2vec



Suppose we have trained a model with a vocabulary of size 4 and an embedding
size of 2:
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2.3. Word embeddings: word2vec



Using the weight matrices from the previous slide, our center word embeddings for

each word are the vectors €i,. .., €, which correspond to the columns of Wy:
[ I
O 04 03 —-0.6 0.2
Wen =161 € é3 €| =

- -13 1.9 1.1 0.7

2.3. Word embeddings: word2vec



Using the weight matrices from the previous slide, our center word embeddings for

each word are the vectors €i,. .., €, which correspond to the columns of Wy:
W — _‘, J l l 104 03 —06 0.2
wh = €L 2 6 @l =) 13 19 11 07

So our center word embeddings are:

@i 0.4 « 9 0.3 « ” —0.6 « 9 0.2
it — [_1'3] was” — [1'9} good” — [ 1'1] bad” — [0'7}

2.3. Word embeddings: wor

d2vec



Our context word embeddings ¢, ..., ¢; will be the rows of Wp,:

el — 0.1 0.3

=T
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Our context word embeddings ¢, ..., ¢; will be the rows of Wp,:
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Our context word embeddings ¢, ..., ¢; will be the rows of Wp,:
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Notice what happens when you take the dot product of a matrix with a one-hot
vector:

0.4 0.3 ().2]

0-0441-0340- 0640-02] [03
~1.3 1.9 0.7

0--13+1-1940- +0-0.7] |19

O O = O

If the 1 is in position ¢, then it isolates column ¢ of the matrix!

This gives us a new interpretation of what our network is doing!

2.3. Word embeddings:

word2vec



Let’s revisit our equations from earlier:

—

hi = Wyni; € RP

w; is a one-hot vector with zeros everywhere except a 1 at element 1.
Above we saw that W, w; will simply isolate the values of column 7 of Wy:

0

0

wh[:a Z] = él

This tells us that, when we provide our network with the one-hot encoding for
word ¢, the value of h will simply be the center word embedding for word ¢!

2.3. Word embeddings:

word2vec



Remember also that the row j of Wp, are the context word embedding of word j.

Thus, if our original input was ; then

=T
_Cl J—

i = Wighi = Why(Win@;) =

=T
_CV_

Eir . Ez dp—sim(El, 51)
€ = : = :
¢l g dp-sim(Zy, €;)

2.3. Word embeddings:

word2vec



Remember also that the row j of Wp, are the context word embedding of word j.
Thus, if our original input was ; then

—EIT— Eir . a dp—sim(El, a)
Uy = Whyhi = Wiy (Wip ;) = : é = : = :
—ci— ¢y - € dp-sim(Zy, €;)

Thus, each element of i; is the dot product between the context word embedding
for each vocabulary word, ¢;, and the center word embedding for each word.

Remember from earlier that the dot-product can be used to measure the similarity
between two vectors!

2.3. Word embeddings: word2vec



Thus, we can re-interpret what our model is doing.

Given the one-hot encoding for word ¢, which we will call ;:
1. Compute the center-word embedding of word 7 as € = Wy, w;

2. Compute the vector u; where element j is the dot-product similarity between
the context-word embedding of j and the center-word embedding of 7

3. Feed u; to softmax function. This will give higher probabilities to pairs 7, j
with higher dot-product similarities.

2.3. Word embeddings: word2vec



Thus, we can re-interpret what our model is doing.

Given the one-hot encoding for word ¢, which we will call ;:
1. Compute the center-word embedding of word 7 as € = Wy, w;

2. Compute the vector u; where element j is the dot-product similarity between
the context-word embedding of j and the center-word embedding of 7

3. Feed u; to softmax function. This will give higher probabilities to pairs 7, j
with higher dot-product similarities.

Key Takeaway: Our model assigns higher probabilities to similar pairs of center
and context embeddings.

2.3. Word embeddings: word2vec



training - visualized

Let’s abstract away the interpretation from earlier and just look at training:

put word | target word
Untrained Model

not thou
not shalt n -_— Task:
not make Predict neighbouring word
not a
make shalt
make not
make a
make machine
a not
a make
a machine
a in
machine make
machine a
machine in
machine the
in a
in machine
in the
in likeness

2.3. Word embeddings: word2vec
https://jalammar.github.io/illustrated-word2vec/
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training - visualized

Untrained Model

not Task:

Predict neighbouring word

1) Look up 2) Calculate
embeddings  prediction

https://jalammar.github.io/illustrated-word2vec/

3) Project
to output
vocabulary

0.001

0.4

0.001

0.0001

aardvark
aarhus

aaron

taco

thou

zyzzyva

2.3. Word embeddings: word2vec
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training - visualized

Note that our targets are also one-hot encodings:

Actual
Target

0

0

https://jalammar.github.io/illustrated-word2vec/

Model
Prediction
0 aardvark
0 aarhus
0.001 = aaron
0.4 taco
0.001 | thou
0.0001 | zyzzyva

Error

-0.001

-04

0.999

-0.0001

2.3. Word embeddings: word2vec
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training - visualized

Actual
Target

0

0

not =—»

Update
Model

Parameters

https://jalammar.github.io/illustrated-word2vec/

Untrained Model

Model
Prediction

0 aardvark

0 aarhus
0.001 | aaron
= -
0.001 | thou

zyzzyva

Error

-0.0001

2.3. Word embeddings: word2vec
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As we said before, our model weights are the embeddings, so a weight update can
simply be thought of as updating our embeddings.

Problem: W}, can be a really big matrix (eg. if vocab has 10,000 words and
embedding dimension is 1024 then it contains 10,240,000 elements). Currently, we
are updating all embeddings at each time step. This will make training very slow.
Can we make this more efficient?

Answer: Yes, but we will need to reformulate our task a bit...

2.3. Word embeddings: word2vec



small change to task

We will use the idea of negative sampling.
At each time step we will only update 1 + K < V embeddings.

For each center word ¥, we will update the embeddings for:
e 1 context word that is a neighbour of ¥

e K random context words that are not neighbours of ¢

For each context word, the network predicts the probability that it’s a neighbour
of v.

Note that this is a yes or no question, so we are now performing binary
classification, where we will apply sigmoid in the output.

2.3. Word embeddings: word2vec



negative sampling

Dot product of v,.,;: Dot product of v.,;:
* with u., -increase, —) With ., - iNCrease,
» with all other u - decrease » with a subset of other u - decrease

Negative samples: randomly
selected K words

T T
Uwi Veat ] Uw,Veat
“»’;3‘7mwt:| decrease / ul, v } decrease
/, wi, Veat
increase P e increase
cat [ : R i, ;
: Yk decrease
Ul Vear ] decrease | — T }
v u v u
Parameters to be updated: Parameters to be updated:
Veat * Vcat
* uy foralwin ||+ 1 vectors * Ueyte and uy, forw K+ 2 vectors
the vocabulary in K negative examples

2.3. Word embeddings: word2vec
https://lena-voita.github.io/nlp_course/word_embeddings.html
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negative sampling

Let’s see how the dataset changes:

Pick randomly from vocabulary
(random sampling)

Word Count Probability
input word | output word | target

aardvark

aarhus
not thou 1

/ aaron

not aaron 0
not taco 0
not shalt 1

taco

thou
not make 1

zyzzyva

2.3. Word embeddings: word2vec
https://jalammar.github.io/illustrated-word2vec/
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2.3. Word embeddings: word2vec
https://jalammar.github.io/illustrated-word2vec/
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2.3. Word embeddings: word2vec
https://jalammar.github.io/illustrated-word2vec/
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input word | output word | target |input ® output| sigmoid() Errol
not [N | thou NN 1 0.2 9.55 .45
rot [N | acron MENNNNE O -1.11 0.25 -0.25
ot [N |=co ENNNNNN  © 0.74 0.68 ~0.68

https://jalammar.github.io/illustrated-word2vec/
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-
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output word | target input e output  sigmoid()
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(] T
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_not taco
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2.3. Word embeddings: word2vec
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Once again, when training is done, we can now look up our embeddings in the
center-word matrix (green).

2.3. Word embeddings: word2vec



ELMo

We haven’t yet addressed polysemy.

I broke the vase
dawn broke
he broke the silence
broke < the news broke

the machine broke

she broke the world record
 he broke the law

https://nlp.stanford.edu/manning/talks/IAS2019-BERTology.pdf

2.4. Word embeddings: ELMo
https://arxiv.org/pdf/1802.05365.pdf
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https://arxiv.org/pdf/1802.05365.pdf

ELMo

We haven’t yet addressed polysemy.

I broke the vase
dawn broke
he broke the silence
broke < the news broke

the machine broke

she broke the world record
 he broke the law

Can we embed context? We can, using the ELMo model and its contextual
vectors.

https://nlp.stanford.edu/manning/talks/IAS2019-BERTology.pdf

2.4. Word embeddings: ELMo
https://arxiv.org/pdf/1802.05365.pdf
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Hey ELMo, what's the embedding
of the word “stick”?

There are multiple possible
embeddings! Use it in a sentence.

Oh, okay. Here:
“Let’s stick to improvisation in this
skit”

Oh in that case, the embedding is:
-0.02,-0.16, 0.12,-0.1 ....etc

2.4. Word embeddings: ELMo

http://jalammar.github.io/illustrated-bert/
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PCA 2

Layer 1 ELMo vectors of the word bank
¢ he river bank was not clean

2.5 1
2.0 4 gle had a nice walk along the river bank
1.5
1.0 1
0.5
0.0 4 @ne can deposit money at the bank
| withdrew cash from the bank

—0.5 1

-1.0 1 My wife and | have a joint bank account

T T T T
-71.2 -7.0 —6.8 —6.6 —6.4
PCA 1

2.4. Word embeddings: ELMo
https://towardsdatascience.com/visualizing-elmo-contextual-vectors-94168768fdaa


https://towardsdatascience.com/visualizing-elmo-contextual-vectors-94168768fdaa

Note: The architecture for ELMo is quite complex. The key takeaways here
should be about the process rather than the specific details.

2.4. Word embeddings: ELMo



Our strategy:

1. ELMo is a bi-directional two-layer LSTM. We will train it on the task of next
token prediction.
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Our strategy:

1. ELMo is a bi-directional two-layer LSTM. We will train it on the task of next
token prediction.

2. Once ELMo is trained, we can feed it a sentence and it will produce an
embedding of each word that depends on the context.

2.4. Word embeddings: ELMo



Our strategy:

1. ELMo is a bi-directional two-layer LSTM. We will train it on the task of next
token prediction.

2. Once ELMo is trained, we can feed it a sentence and it will produce an
embedding of each word that depends on the context.

3. We now have embeddings that we can feed into another network.

2.4. Word embeddings: ELMo



architecture
ELMo is a bi-directional LSTM with two layers:
Backward LM

Forward LM
read a book yesterday <end> <start> | read a book
T S R =L ] s T
softmax  softmax softmax softmax softmax softmax  softmax softmax softmax softmax
T I t i [E ] t 1 t
| = B 1 2] u | | |
AL e SR I A T
Istm —» Istm » Istm » Istm —» stm Istm < Istm < Istm <+ Istm <+ Istm
A T R = A

| | -
. ..l - A A
b b4 & b & b & & b b
" lstm & Istm —& lIstm — Istm —¥ Istm " lstm «— Istm +— stm +— Istm <{ Istm
RN SR 4 4 AR Y _h U4
{ ‘ ‘ { f { {
| [} =) . u | = .
oA t ; ] to
| read a book yesterday | read a book yesterday

https://www.youtube.com/watch?v=YZerhaFMPTw

2.4. Word embeddings: ELMo


https://www.youtube.com/watch?v=YZerhaFMPTw

architecture

We do next token prediction where we
predict the probabilities of the next word.

We can imagine the forward and
Forward LM Backward LM

backwards LMs as unrelated networks
read a book yesterday <end> <start> | read a book
oo D DR ED SXImE mn m= = with different tasks:
E R S S S S S e In the forward LM, we predict the
Istm —» Istm > Istm > Istm —» Istm Istm < Istm <« Istm <« Istm <« Istm
A E e next word in the future.
$ & & & @ Y D _
- ({80« < - (- (- {E e In the backwards LM, we predict the
nomon . S next word in the past.
I read a book yesterday |  read a book yesterday

The loss function takes into account the
accuracy of the predictions in the
forward and backwards directions.

2.4. Word embeddings: ELMo
https://www.youtube.com/watch?v=YZerhaFMPTw
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The networks aren’t actually unrelated since the the input and output layers of the
forward and backwards LM share weights (denoted ©, and ©; here):

g S S SN 4

Softmax

Embedding

Y

https://lilianweng.github.io/posts/2019-01-31-1m/#

2.4. Word embeddings: ELMo


https://lilianweng.github.io/posts/2019-01-31-lm/#

Now assume the network is trained. Let’s see how we can use it to create word
embeddings that include context.

Here we will look at how we might embed the word “stick” in

“let’s stick to improvisation in this skit”

2.4. Word embeddings: ELMo



We feed the entire sentence into the forward and backward LMs:

Forward Language Model Backward Language Model
LSTM < < <
Layer #2
. ] e o )
LS T T ? ‘ ¢
Layer #1 -w w -w

Embedding - I | I I [T TT11

Let's stick to Let's stick to

2.4. Word embeddings: ELMo
http://jalammar.github.io/illustrated-bert/


http://jalammar.github.io/illustrated-bert/

1- Concatenate hidden layers
I

I

2- Multiply each vector by
a weight based on the task

< S
EEEEEEE x5
5 s s

3- Sum the (now weighted)
vectors

ELMo embedding of “stick” for this task in this context

The weights sg, s1, s2 will be learned as a part of the downstream task (ie. the task
we are using these embeddings for). Crucially, in the downstream task, the LSTM
part is already trained and its weights are frozen (ie. they aren’t updated).

stick

-
& &~

2.4. Word embeddings: ELMo

http://jalammar.github.io/illustrated-bert/


http://jalammar.github.io/illustrated-bert/

A small note

The attention mechanism we looked at last time came from the paper “Neural
Machine Translation by Jointly Learning to Align and Translate” by Dzmitry
Bahdanau, KyungHyun Cho, and Yoshua Bengio. The last two authors are from
UdeM!

3. Attention (Review)



Yoshua Bengio

Went to McGill for his BS, MSc, and
PhD!

Founded Mila

Winner of the Turing Prize
(basically Nobel prize for CS)

e Known as one of the “Godfathers of
AI77

3. Attention (Review)
https://mila.quebec/en/directory/yoshua-bengio


https://mila.quebec/en/directory/yoshua-bengio
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additive attention (review)

‘37471‘ ‘ Ya ‘ a1
— =

https://arxiv.org/pdf/1409.0473.pdf

Recall “additive attention” which we
covered last week.

5; = f(8i—1, Yi—1, i)

T
C; = E Oél'jhj
j=1

_ exp(es)
> i1 exp(eir)
€ij = score(gi,l, h])

O(,‘j

score(S;—1, hj) = ¥ - tanh( W,[5;_1; hy])

3. Attention (Review)


https://arxiv.org/pdf/1409.0473.pdf

agreement
on

the
European
Economic
Area

was
signed

in

zone
économique
européenne

August
1992

https://arxiv.org/pdf/1409.0473.pdf

<end>

This is the matrix a;, where «ay; is the
weight of encoder state h; in the
computation

T
C; = E Cyij’?i
Jj=1

3. Attention (Review)


https://arxiv.org/pdf/1409.0473.pdf

The key takeaway of this mechanism was that the input to the encoder, ¢; is a
weighted sum of the hidden states of the decoder, where encoder states with
similarity scores get larger weights.

Our scoring funciton was:

score(S;—1, hj) = v - tanh( W,[8;_1; hj])

But we could have used any scoring function...

3. Attention (Review)



additive attention (review)

Example
Earlier we saw dot-product being used to compute similarity:

dp-sim(@, ) = 7 - §

3. Attention (Review)



self-attention

We now introduce the idea of “self-attention”:

Encoder-decoder attention looks: Self-attention looks at:

e from: each state from a set of states
e from: one current decoder state

e to: cach state from the same set of

e to: all encoder states
states

4.1. Self-Attention: Idea



self-attention

Example
Given a sentence, self-attention will compute the similarities between each pair of
words in the sentence:

Ghe pizza came out of the oven and it tasted gdod!

IS

...including itself.

4.1. Self-Attention: Idea
https://youtu.be/zxQyTK8quyY?si=SkHL5vGdh3iLqE10


https://youtu.be/zxQyTK8quyY?si=SkHL5vGdh3iLqE1O

self-attention

At a high-level, we will take as input a set of inputs (vectors) and compute a new
set of vectors that describe how related each of the input vectors are to each other.

Mathematically, the inputs and outputs of self-attention are:
e Input: A set of d;,-dimensional input vectors {7,..., 77}

e Output: A set of d,-dimensional vectors {71, ..., Zr} where Z; contains
information about how 7; relates to all the other input vectors 7;

4.2. Self-Attention: details



self-attention

At a high-level, we will take as input a set of inputs (vectors) and compute a new
set of vectors that describe how related each of the input vectors are to each other.

Mathematically, the inputs and outputs of self-attention are:
e Input: A set of d;,-dimensional input vectors {7,..., 77}

e Output: A set of d,-dimensional vectors {71, ..., Zr} where Z; contains
information about how 7; relates to all the other input vectors 7;

Question: “how do we compute 2;7”

4.2. Self-Attention: details



We will compute Z; € R% as a weighted sum of value vectors, denoted Uj:

T
G=) oyl
=1

4.2. Self-Attention: details



We will compute Z; € R% as a weighted sum of value vectors, denoted Uj:
T
G=) oyl
Jj=1

Look familiar?
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We will compute Z; € R% as a weighted sum of value vectors, denoted Uj:
T
G=) oyl
Jj=1

Look familiar?

Question: How do we compute a;; and ;7

4.2. Self-Attention: details



4.2. Self-Attention: details



Compute the key, query, and value vectors for the word embeddings.
= T € R% g = I’VQ.’I?; eR" v, = Wyi; € R%

These are weight matrices that our model will learn.

4.2. Self-Attention: details



Compute the key, query, and value vectors for the word embeddings.
= Wyi € R% G = Woi; e R* 4= Wyi; € R®
These are weight matrices that our model will learn.

Using these, we compute the interaction between word ¢ and j, and then the
attention score.

)= _exp(ey)

esj = score((; =
’ Zl?:l exp(ei)

dk

o ¢; tells us “how related is input j to input 77”

e «y; are the scores from e;; turned into weights

4.2. Self-Attention: details



Putting it all together, we compute z; with the following steps:
1. For each input 7;, compute /; = Ty G = Woii, vy = Wy
2. For each 4, compute the similarity of its query vector ¢; to all the other key
vectors /; to compute similarities e;; = score(q;, ;)

3. Turn each the vector é; = [e;1, €2, ..., ¢;7| into a weight vector
a; = [an1, 012, . .., a1 7] = softmax(€;)

. o o T ~
4. For each ¢, compute 7; as Z; = Y ., ;7

Key Takeaway: The computation of 7; is a weighted sum of value vectors, where
value vectors of more relevant words get a higher weight!

4.2. Self-Attention: details



1) For each input token, create a query vector, a key vector, and a

value vector by multiplying by weight Matrices W@, W«, WV

Self-Attention 4
( N
T o T o )
Wo, WK, Wv i , -
------- OO O L)
_ J

b 3] I B X2 [

[] s [

. OEEE

https://jalammar.github.io/illustrated-gpt2

4.2. Self-Attention:

deta,

ils


https://jalammar.github.io/illustrated-gpt2

2) Multiply (dot product) the current query vector, by all the key

vectors, to get a score of how well they match

Self-Attention
é )
20% 10% 50% 20%
softmax ) ) ) )
ki[m kzl:l:‘:‘ k:i[":I:' k4-[-|:|:|
Li"":",'
o [T
. J
x [ X2 [ b YN I 7Y O

4.2, Self-Attention: details
https://jalammar.github.io/illustrated-gpt2
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3) Multiply the value vectors by the scores, then sum up

Self-Attention :

https://jalammar.github.io/illustrated-gpt2

( ;1 )
[
"I
© o0 o o0
score 0.2 0.1 0. 0.2
\_ J
x: I €110 105 5 I #1 i o o

4.2. Self-Attention: details


https://jalammar.github.io/illustrated-gpt2

We can actually make this computation a lot more concise using matrix
operations! This is super common in machine learning and helps speed up
computations since matrix operations can be done in parallel.

4.2. Self-Attention: details



To start, we will stack all of our inputs into a big matrix where each row is an
input:

Xr — : E RTX(/i“

4.3. Self-Attention: matrix form



To start, we will stack all of our inputs into a big matrix where each row is an

input:

—

— i T

c RTX din

Now we can compute all of our key vectors in a single matrix multiplication:

3T

where € Ré%nxd

T

c RTX (/;‘

4.3. Self-Attention: matrix form



Similarly, we can compute all our query and value vectors in a single matrix

multiplication:
— T — —a T
(2 =X [/1/(2 = VVQ — c RTX dy,
—Ir T__ _aT T__
where 1/, € Rfnx
_71 T —ﬁl T
V=X WV = WV — c RTde
— T — S S

where Wy € Rénxd

4.3. Self-Attention: matrix form



To compute the similarities we can also use matrix multiplication!

. —an =17 |
e= OrT = : . e RTXT
v dy. v dj. i ’ T | |
— i T—

which gives you a matrix where e; = zﬁ

dy,
gi = [6’[17 €32y eiT]

and row 7 is the vector

4.3. Self-Attention: matrix form



To compute the similarities we can also use matrix multiplication!

= T
L ! | |
\/(]], N ([;{

e= e RTXT

. |

. . . G ..
which gives you a matrix where e; = \/W and row ¢ is the vector
k

€ = [eq, e, - - -, &)
We can also compute the scores by taking the softmax of each row:

—softmax(é’l)— @11 ... OoqT
o= : = ey

— softmax(ép)— ary ... apr

4.3. Self-Attention: m

atrix form



Finally, we can compute a matrix where row 7 is z;:

= T > T
11 ... Q1T —U1 " — —zZ —
7—al = _ ERTde
7T 2. T
ary ... QT —Uvr " — —ZzZ7T —

Note: If you aren’t used to working with matrix multiplication, this last result
might not seem so obvious. Don’t worry!

4.3. Self-Attention: matrix form



Let’s see how our old steps and see how they changed:

Old
1.
2.

For each input 7;, compute /; = T, @ = Woii, v = Wy
For each ¢, compute the similarity of its query vector ¢; to all the other key

vectors /; to compute similarities e;; = score(q;, /)

Turn each the vector é; = [e;1, €2, . .., €;7] into a weight vector
C_fz' = [0411, 12,y ... ,Ole] = Softmax(ei)

. . - T -
For each 4, compute 7; as 2; = ) ;| ay;U;

4.3. Self-Attention:

matrix form



New
1. Compute matrices /i = X , Q=XWpy, V=XWy, where row i of each
matrix gives you /;, ¢;, and v; respectively
2. Compute matrix e = \/%T/ Q1T and take the softmax of each row to get

3. Compute Z = aV, where row 17 is Z;

4.3. Self-Attention: matrix form



Let’s see some illustrations of this.




softmax( )

4.3. Self-Attention: matrix form



self-attention code

class SelfAttention(nn.Module):
def _ _init__(self, d_in, d_k, d_v):
super (SelfAttention, self).__init__()
self.d in = d_in
self.d_k =
self.d v =
self .W_query nn.Parameter (torch.rand(d_in, d_k))
self .W_key = nn.Parameter (torch.rand(d_in, d_k))
self .W_value = nn.Parameter(torch.rand(d_in, d_v))
def forward(self, X):
Q = X @ self.W_query
K = X @ self.W_key
V =X @ self.W_value
Q

d_
d_

< =1

e =Q K.T / math.sqrt(self.d_k)

alpha F.softmax(attention_scores, dim=-1)
Z = attention_weights Q@ V

return Z

4.3. Self-Attention: matrix form



multi-headed attention

Multi-headed attention is an extension of the self-attention mechanism we just saw.

4.4. Self-Attention: multiheaded attention



Each “head” takes the same X as input and performs self-attention. Here we have

two attention heads:

Thinking
Machines

ATTENTION HEAD #0

Qo

H:‘: Wo@
Ko

BEE WoK
Vo

EIE W,V

https://jalammar.github.io/illustrated-transformer/

ATTENTION HEAD #1
Q,

£

Ki

HH

Vi

HH

W@

w,v

4.4. Self-Attention: multiheaded attention


https://jalammar.github.io/illustrated-transformer/

We could have 8 heads, where each head computes its own Z:

X

Thinking
Machines

ATTENTION ATTENTION
HEAD #0 HEAD #1

https://jalammar.github.io/illustrated-transformer/

Calculating attention separately in
eight different attention heads

A 4

ATTENTION
HEAD #7

4.4. Self-Attention: multiheaded attention
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We then concatenate then multiply by a huge weight matrix W© to combine all
where row 1 is 7Z;:

the results together into a smaller 7

1) This is our 2) We embed 3) split into 8 heads.
input sentence* each word* We multiply X or
R with weight matrices

X Wod

4) Calculate attention
using the resulting
Q/K/NV matrices

Qo

=== Ko

5) Concatenate the resulting ~ matrices,
then multiply with weight matrix W

produce the output of the layer

Hjji"“

https://jalammar.github.io/illustrated-transformer/

HE

+

4.4. Self-As

to

: multiheaded



https://jalammar.github.io/illustrated-transformer/

transformers

The self-attention mechanism is used in a very popular kind of model called a
transformer introduced in the infamous “Attention is All You Need Paper” (Cited
by 203,120)

Transformers consist of two parts:
e An encoder
e A decoder

5.1. transformers: types of transformers



Left side is the encoder and right side is the decoder:

QOutput
Probabilities

Residual connections

and layer m‘ormahzat\\om N
\ ! ~ -
Add & Norm

Feed
Forward

Feed-forward network: ! ' N
after taking information from
other tokens, take a moment to
think and process this information

Multi-Head | .41
Attention

kvl
Add & Norm
' Feed
Forward

Nx
T N Y Add & Norm
. Add & Norm
Encoder self-attention: - Masked
Multi-Head Multi-Head
tokens look at each other Attention Attention
) T 7 T ¥
queries, keys, values L —/)
are computed from Positional A Positional
encoder states Encoding Encoding
Input Output
Embedding Embedding
Inputs Outputs

(shifted right)

https://lena-voita.github.io/nlp_course/seq2seq_and_attention.html

Feed-forward network:
after taking information from
other tokens, take a moment to
think and process this information

f

’ Decoder-encoder attention:
((Add & Norm Je~ /

target token looks at the source

queries - from decoder states; keys
and values from encoder states

Decoder self-attention (masked):
tokens look at the previous tokens

queries, keys, values are computed
from decoder states

5.1. transformers: types of transformers


https://lena-voita.github.io/nlp_course/seq2seq_and_attention.html

The full encoder-decoder model can be used for machine translation (eg. english to
french). Let’s contrast with the existing models we’ve seen so far:

Seg2seq without Seg2seq with Transformer
attention attention

processing RNN/CNN RNN/CNN attention
within encoder

processing RNN/CNN RNN/CNN attention
within decoder
decoder-encoder static fixed- attention attention

interaction sized vector

https://lena-voita.github.io/nlp_course/seq2seq_and_attention.html


https://lena-voita.github.io/nlp_course/seq2seq_and_attention.html

Depending on the task, you might only use one-half of the transformer:
e Encoder only: Text embeddings (eg. for retrieval augmented generation)
e Decoder only: ChatGPT

e Encoder-decoder: machine translation

5.1. transformers: types of transformers



We will focus on decoder-only models:
e Encoder-only: Text embeddings (eg. for retrieval augmented generation)
e Decoder-only: ChatGPT

e Encoder-decoder: machine translation

5.2. transformers: decoder only transformers



small note

One of the authors of the original GPT-1, GPT-2, and GPT-3 papers is Ilya
Sutskever!

rs: decoder only transformers




[lya Sutskever

e Went to UofT for his BS, MSc, and
PhD!

e Created the seq2seq algorithm
e Co-founder of OpenAl

https://x.com/ilyasut

5.2. transformers: decoder only transformers


https://x.com/ilyasut

We will look at an earlier version of ChatGPT, which is a fine-tuned version of
GPT-3.

The model is trained in two distinct phase:

1. Pre-training: here the training objective is next token (word) prediction,
which we have seen before

» This phase teaches the model how language works (ie. “how to generate a
realistic sentence” )

2. Fine-tuning: consists of multiple stages
» This phase teaches the model how to be a good chat bot

5.2. transformers: decode

r only transformers



We will look at an earlier version of ChatGPT, which is a fine-tuned version of
GPT-3.

The model is trained in two distinct phase:

1. Pre-training: here the training objective is next token (word) prediction,
which we have seen before

» This phase teaches the model how language works (ie. “how to generate a
realistic sentence” )

2. Fine-tuning: consists of multiple stages
» This phase teaches the model how to be a good chat bot

We will start by looking at the pre-training phase

5.2. transformers: decode

r only transformers



pre-training

Goal: Given the first £ words in a sentence, predict the (k + 1)-th word.
e Input: A sentence

e QOutput: Probability of next word for each word in the sentence

Note: Unlike RNNs which go one input at a time, transformers can make
predictions about the entire input sequence at once!

5.3. transformer

s: pre-

rainin,



pre-training: dataset

Inputs Outputs
Wy ) ) Dy wr i %2 s a yr
i like pizza <END> <EMPTY> | like pizza <END> <EMPTY> <EMPTY>
hello world | <END> | <EMPTY> <EMPTY> | world | <END> | <EMPTY> | <EMPTY> <EMPTY>
transformers | are the model paper are the model <EMPTY> with
Notes

e Unlike RNNs, transformers have fixed size inputs and outputs (during
training). The inputs thus have a maximum sequence length 7' (called the
“context window”). In GPT-3 this is 2048 tokens. If the input is shorter, we
can fill the rest of the sequence with “EMPTY ” tokens.

e Our inputs and outputs will be represented as one-hot encodings.

5.3. transformers:

pre-training



architecture

Decoder
Block

Posiional
Encoding

»

probabilty  probabilty probabilty
ofword2  ofwordd  ofword4

'Add and Normalize
I

ks

@

mmm—

@

ke

@
<

“pizza"

Residual
connections

5.3. transformers:

pre-training



architecture
GPT-3 is just a stack of these 96 of these “decoder blocks”:

pobabity  proabity  probabity
of word 2

T of word 4
S
e

‘Add and Normalize

| Addand Normalize |

1
[of1ToTo o] [oof1To]o] [1]efcToTo]

5.3. transformer:

s: pre-training



inputs
Let’s zoom in on each part of the network.
In the input, we pass our one-hot encodings through a linear layer to get word
embeddings, and then add a “positional encoding vector” (more on this soon):

N S

[ Encoder Block # 1

Positional
Encoding

new

‘ Embedding Layer ’

[o[1]ofoJo] [ofof1]oo] [1]ofofo]0]

i "like" "pizza"

5.3. transformers: pre-training



positional encoding

One key detail we have overlooked so far is that self-attention works on sets. That
is, it doesn’t really consider the order of the inputs.

This is different from RNNs where we fed in each input of a sequence in order.

If we want to use this mechanism on sequences, we often first encode some
information about the order of the inputs using a positional encoding.

5.3. transformers

re-trainin.



If we want to represent a sequence 71, ..., 77 where 7, € R%"  then we can

~new

compute a new vector ;" where

—new

Ty =X+ pe

= . t t . t
Pt = {Sm ( 100002/ %in > » C08 < 10000%/ %in > ;S < 100009/ %in ) L ]

where

5.3. transformers: pre-training

https://arxiv.org/pdf/1706.03762.pdf


https://arxiv.org/pdf/1706.03762.pdf

If we want to represent a sequence 71, ..., 77 where 7, € R%"  then we can

~new

compute a new vector ;" where

i_‘/]l(‘\\' — .T/ + ]—)'t
where
Dy = sin S T COS S S sin —t
be = 100002/din |’ 10000%/din ) ° 100000/din ) """
That is,

if i is even

peli] = >

pilt] =
t
cos < 100002%/ din

5.3. transformers: pre-training

https://arxiv.org/pdf/1706.03762.pdf


https://arxiv.org/pdf/1706.03762.pdf

We can visualize what each p; looks like. Here, row t is 7; € [0, 1]°:

Position

-025

-050

e H

-100

Depth

Note that row 0 alternates between 0 and 1. This makes sense since sin(0) = 0 and
cos(0) =1

. 5.3. transformers: pre-training
https://kazemnejad.com/blog/transformer_architecture_positional_encoding/


https://kazemnejad.com/blog/transformer_architecture_positional_encoding/

inputs
Thus, before feeding our tokens to the first decoder block, we first add vectors p;

to include positional information into our new inputs, Z;°":
0 0 0
[ Encoder Block # 1 ]
Positional —new 5™
Encoding 1 z
A
— > Bs
1 @&
T Ty W T3 T_‘
[ Embedding Layer ’
olt]ofofof [ofof[1]ofo] [1]ofo]o]0]

i like’ "pizza" 5.3. transformers: pre-training



decoder block

Decoder
Block

<

Add and Normalize
Feed Forward Neural Network

Add and Normalize

Masked Self-Attention

Residual

connections

:-L:rllew igew

5.3. transformers: pre-training



masked self-attention block

The decoder-only model uses a masked self-attention block. This is almost like the
self-attention mechanism from before with a slight twist: the value of Z, can only
depend on v, ... 1.

In other words, our model can’t look into the future.

Why? Because that would be cheating. The model is supposed to predict the next
token. This would be trivial if it already knows what the correct next token is.




To do this, we simply set upper triangular values in the matrix e to be —oo:

| like pizza | like

pizza

e= QK™ =
vy

like

pizza
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This means that when we apply softmax the weights for future words in a@ become
Zero:

| like pizza like pizza

softmax —0o0 | }
a = softmax(e) = like _
softmax { 0.008163
pizza
softmax 0.340003 0.152773

This means that when we compute 7|, the value vectors for “like” and “pizza” will
have no weight:

3
Z = E QU = Q1101 + Q22 + Q1303
j=1
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Other than this small change, the attention process is the same and we end up
with a set of outputs {7,...,Zr}.

5.3. transformers:
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decoder block

We will skip over the “Add and Normalize” and the “Feed Forward Neural
Network”. The key idea is that our decoder-only transformer repeatedly applies
masked self attention until it reaches the final layer:

A A A
- | | |
< Add and Normalize <
[ Feed Forward Neural Network }
 —
1 I

Add and Normalize <=
A A 4

. Residual

Decoder <

Block ) |:

»!
>
Z
L Masked Self-Attention ]

—new o —new
7 2 iy
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architecture

Once we have passed through all these decoder blocks, we predict the probability
of the next token:

probabilty  probabiity  probabilty
fwod2  ofwordd  ofwordd

Add and Nomalizo |

Feed Forward Neural Network

Add and Nomalizo |

Masked Self-Attention

[ — }

[oT+ToToTo] [oTo]

1[ofo] [4TeToToTo]

e pizza® 5.3. transformers: pre-training



11 more identical
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Note

e The actual architecture uses multi-headed attention. The only difference is
that each decoder block performs attention in H different paths and then
combines the results at the end, where each path is called a “head”.

e In the assignment, you will implement an encoder-only transformer (I think).
The architecture is pretty much identical except we do un-masked attention.

5.3. transformers:
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are we done?

At this stage we could be done with training. We have a model that’s pretty good
at predicting the next word in a sentence.
To use it:

e Feed as input the start of a sentence

e Look at the most probable next word according to the last word in the
sentence

e Feed the new sentence back in until it predicts “<END>”

Note: It’s not done exactly like this in practice since it’s quite inefficient, but
conceptually it’s the same...

5.4. transformers: fine-tuning



Na;\ ve §Mﬁl‘g§

(tn[-f-“-b

AN}
ever SOMA 6{\)& 50»L

4

TMP)M”“P Tmbo(‘mﬁ
logts 3
L b dﬂﬂ Hﬂﬂ O b s b 4
SZL‘A‘" bLf’ teves

https://jax-ml.github.io/scaling-book/inference/

feser aoMA Zj;ve gou WF’

>

Yever aormm give  gou uuf, nevecr

g

/l;mborﬂaf“

0
i I s b A

50”16\

5.4. transformers: fine-tuning


https://jax-ml.github.io/scaling-book/inference/

At this stage, our model has a good grasp on the English language, but it’s likely
not a great chat bot.
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At this stage, our model has a good grasp on the English language, but it’s likely
not a great chat bot.

What our model currently does

What are the rules of tennis? Select all that apply
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At this stage, our model has a good grasp on the English language, but it’s likely
not a great chat bot.

What our model currently does

What are the rules of tennis? Select all that apply
What we want

What are the rules of tennis? Tennis is one of...
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At this stage, our model has a good grasp on the English language, but it’s likely
not a great chat bot.

What our model currently does

What are the rules of tennis? Select all that apply
What we want

What are the rules of tennis? Tennis is one of...
This motivates the idea of alignment where we “align” the model’s outputs with

our desired behaviour. We do this through fine tuning, where we “fine tune” the
model’s weights so that it’s good at being a chat bot (or whatever else we want).

5.4. transformers

: fine-tuning



Alignment consists of two types of fine-tuning: supervised fine tuning (SFT) and
reinforcement learning with human feedback (RLHF):

Alignment
AL

Pre-Training

Alabator
demonstrates the
desired output
behavior

\ 4

5.4. transformers: fine-tuning
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supervised fine tuning
In supervised fine tuning, we continue doing next-token prediction, except now we
limit our data to examples of “good” responses to questions, so that it learns that
it should answer questions:

» Prompt:

Write a poem to help me remember the first 10 elements on the periodic table, giving each
element its own line.

Response:

Hydrogen comes first as element number one.

Helium is second for balloons to have fun!

In third place is Lithium to hold battery charge,
Followed by Beryllium in emeralds small and large.
Boron’s number five to help us keep things clean.
Carbon’s next at six, and it’s found in every gene.
Nitrogen is seven, found in every breath we take,

More than eight (or Oxygen) in atmospheric make.
Number nine is Fluorine, helping polish up our teeth.
Neon gives us glowing signs to read and stand beneath.

» Prompt:

I want you to roast me. I want you to make it particularly brutal, swearing at me.

Response:

I'm sorry, but I cannot comply with that request. Using vulgar language or intentionally
hurting someone’s feelings is never acceptable. Instead of asking for a roast, I suggest
focusing on positive and constructive feedback that can help you grow and improve as an
individual. If you're looking for comedic relief, there are plenty of other ways to achieve
that without resorting to hurtful language or behavior.

Table 5: SFT annotation — example of a helpfulness (top) and safety (bottom) annotation for SFT, where the
annotator has written both the prompt and its answer.

Important: This is a continuation of the training. We start with the weights

found from the pretraining stage and continue updating them. ;. ....comee mne

tuning
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reinforcement learning with human feedback

A second stage of fine tuning is reinforcement learning with human feedback
(RLHF) where the model learns the preferences of the users:

. 5.4. transformers: fine-tuning
https://community.openai.com/t/incorrect-use-of-ui-ux-when-choosing-which-response-do-you-prefer/596139
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reinforcement learning with human feedback

At a high level, this is accomplished by removing the softmax layer of the model

and instead the model predicts a “preference score”.
Next-Token Prediction with an LLM Reward Model Structure

Sequence Embedding [T

Predicted Next Token

Output Token Embeddings.
[ ]

T i (S

Decoder-Only Layer

Feed Forward Neural Network | -
Multi-Head Masked Self-Atiention

+ Positional Embeddings

Quput ok e 0 .

Decoder-Only Layer

Feed Forward Neural Network

Multi-Head Masked Self-Attention

Decoder-Only
Transformer
Decoder-Only
Transformer

Input Token Embeddings
e o [ o o
LM #s are  cool

Important: This is a continuation of the training. We start with the weights
found from the SFT stage and continue training.
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This was my last lecture. I hope you all enjoyed!

6. thank you!



note to self

Do attendance!!!

6. thank you!



bibliography & further reading

e “Probabilistic Machine Learning: An Introduction” by Kevin Murphy (2022)
https://probml.github.io/pml-book/bookl.html
Suggested readings: sections 15.4, 15.5

e “Attention? Attention!” by Lilian Weng (2018)
https://lilianweng.github.io/posts/2018-06-24-attention/

e “Generalized Language Models” by Lilian Weng (2018)
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e “The Illustrated Transformer” by Jay Alammar
https://jalammar.github.io/illustrated-transformer/

e “The Illustrated Word2vec” by Jay Alammar
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http://jalammar.github.io/illustrated-bert/

6. thank you!
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